
Determining appropriate inventory levels is generally one of the most important and challenging tasks that
operations managers face: carry too much and you’ve got more money tied up in working capital than you need,
carry too little and you face the possibility of unacceptable stock-outs and disruption of your manufacturing
process.
   
Basically, inventory exists anywhere in a process where flow is not continuous, where material stops moving for
any reason for any length of time, or where material may not be immediately accessible for use. The longer the
material is stopped or the longer it may be inaccessible, the greater is the resulting inventory. This includes
Work in Process (WIP), finished goods waiting for shipment to customers, stock in quality inspection, stock in
transit, deployed inventory at distribution centers, and raw material inventory, where raw materials are
purchased in lot sizes greater than can be immediately consumed. 

This paper will start by discussing the calculation of inventory for individual materials, focusing on cycle stock
and safety stock, which are generally the two main components of a site’s inventory. Cycle stock is, as its name
implies, inventory that will cycle from lower levels to higher levels as stock is produced and depleted. Safety
stock covers variability in demand and supply. The stock of any single material will never be constant, it will
change with phases in a product’s production cycle and fluctuations in its demand or line efficiency. However,
the aggregate stock of all products at a site should be relatively constant and should be managed to an upper
and lower limit.

The upper limit of total site inventory is the point at which production should be curtailed or additional demand
should be accepted or created. Inventories higher than this limit tie up capital without incurring additional
benefits, and risk obsolesce or expiration.

The lower limit of aggregate inventory is the point at which the site can no longer produce economically
because there is not enough time to complete the efficient production sequence or to finish one thing before
something else is needed. Production scheduling becomes like a game of “whack a mole”. At Procter & Gamble
we used to call it the death spiral. Inventories are too low to produce on an efficient production cycle and
disruption increases, the shorter cycles and disruptions cause less efficient production which leads to even
lower inventories, which lead to even shorter cycles, even less efficiency, and more disruption.

The site’s aggregate inventory limits should include allowances for the time required to move or stage stock
before it can be used or shipped, stock in quality inspection, off quality, and other non-performing inventories. 
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INVENTORY COMPONENTS DEFINED: CYCLE STOCK AND SAFETY STOCK

Where inventory is deliberately being maintained, it generally has two main components: cycle stock and safety
stock. Cycle stock is the amount of a specific product to be made during the production cycle, to satisfy demand
over the full cycle including the portion of the cycle when other products are utilizing the asset. For example, if
the production process is based on a total production cycle of seven days, the cycle stock for Material A would
be seven days. If Material A occupies one day of the cycle, at the end of its production day there must be six
days of material in the finished goods warehouse, or in downstream process steps and headed for the
warehouse.
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That material is needed to satisfy demand for product A in the six-day interim until Material A will be made
again. So the cycle stock for Material A includes the one day that was consumed while Material A was being
produced, and the six days to satisfy demand during the rest of the cycle. 

The second component of inventory is safety stock, material held to satisfy demand in cases where actual
demand is higher than expected, or where the next cycle was late in starting.  

Figure 1 shows a profile of inventory versus time for a single SKU in a case where cycle stock and safety stock
are present. In production period P1, cycle stock is produced, to raise the level to A. Demand during the next
cycle, D1, is equal to the average demand, so the cycle stock is consumed, but safety stock is not. Production
P2 raises total inventory back to level A. Demand during the next cycle, D2, is higher than average, so that in
addition to consuming all the cycle stock, some of the safety stock is needed. This would also be the case if it
took longer than average for the process to complete its cycle and return to making this material. Thus, the
safety stock will protect flow against either variation in demand or variation in supply lead time. Production
P3 must be greater than average in order to replace cycle stock plus the amount of safety stock that was
consumed. 

FIGURE 1:  Cycle stock and safety stock 

Cycle stock is based on the average demand expected. This can be based on either demand history or on a
forecast. If previous demand is considered to be the best predictor of future demand, demand history
should be used to set cycle stock. If there is a forecast that is believed to be a more accurate indication of
future demand, cycle stock should be based on the forecast. Because forecasts can vary period by period,
the cycle stock may be adjusted upward or downward each period in accordance with the forecast. If a
forecast is used to set cycle stock, it should be analyzed for bias; if there is bias it will cause cycle stock to be
too high or too low depending on the direction of the bias.

CALCULATING CYCLE STOCK
Cycle stock can be replenished on a fixed interval or on a fixed quantity basis. As the name implies, fixed
interval replenishments occur on a regularly repeating cycle, where the time between replenishments may
vary only slightly, but the quantity can vary significantly, depending on how much material has been
consumed during the most recent cycle. Fixed quantity replenishment behaves the opposite way: The quantity
is determined based on some specific criteria and doesn’t vary. The interval can vary significantly, again
based on the rate of consumption since the last replenishment.

FIXED INTERVAL REPLENISHMENT MODEL
Fixed interval replenishments have the advantage that they create a rhythm. For internally produced
products, they allow a repeating sequence of production that enables the economies of repetition. For
purchased or deployed materials, they can allow a rhythm where a truck or other vehicle is dispatched or
received on a regular schedule, for example, every Monday, or twice a week on Tuesdays and Thursdays.



Figure 1 showed the inventory profile for a single material in a fixed interval strategy. The specific case
shown is for a material produced on a fourteen day production cycle, but it could also depict raw material
inventory for a material ordered every fourteen days. If this represents production, we must make enough to
last until the next production of this material, or fourteen days’ worth. The cycle stock will be the average
demand during a fourteen-day period, and the peak inventory will be cycle stock plus safety stock, or
fourteen days’ worth plus safety stock. What actually gets produced when that part of the cycle comes
around is not always the cycle stock, but depends on current inventory. In Period 2, for example, demand D2
is slightly greater than average, so some of the safety stock has been consumed. Thus, the quantity to be
produced, P3, will include the normal cycle stock plus the amount of safety stock that was consumed.

The standard equations governing this model are as follows:

                        Peak Inventory = Cycle Stock + Safety Stock
                 Average Inventory = 1/2 (Cycle Stock) + Safety Stock

These equations are accurate for purchased materials, that is, for materials received as a complete lot, equal
to the cycle stock. They are approximations when applied to materials being produced within our process,
because some of the cycle stock is being consumed by downstream steps during its production. This has a
minor effect on products that occupy a small portion of the production cycle, but can be significant if a
product occupies a large portion of the cycle.

The following equations apply to those situations: 

where D is the demand for that material per unit of time, and PR is the production rate, the total quantity
produced over that same time. It is critical that both factors be in the same time units (days, weeks, etc.)

The quantity to be produced on any cycle will be:

                  Quantity Produced = Cycle Stock + Safety Stock − Current Inventory

Because the current inventory will on average be approximately equal to the safety stock, the quantity
produced will generally be approximately the cycle stock.

FIGURE 2:  Fixed Interval replenishment with lead time.



If this model is used to order raw materials, there will generally be a lead time before the material is received,
so the profile will look like Figure 2. In this case, when the normal order interval begins, at point A, for
example, enough material must be ordered to cover demand during the lead time as well as that needed to
restore total inventory to the cycle stock plus safety stock target. Thus, the amount to be ordered at point A is:

Order Quantity = DDLT + Cycle Stock + Safety Stock − Current Inventory
Where DDLT = demand during lead time.

The current inventory will typically be approximately DDLT plus safety stock, so the amount ordered will be
approximately the cycle stock.

If the demand during the lead time is greater than average, as shown in the lead time C–D, safety stock will
prevent a stockout, but when the new order arrives, the order quantity will not bring total inventory up to the
cycle stock + safety stock target. If safety stock has been calculated appropriately, that shortfall will be
covered.
 This method of replenishment is sometimes referred to as a fixed order interval (FOI) model. The APICS
Dictionary calls it a fixed reorder cycle inventory model, periodic review system, and a time-based system. This
is the same replenishment process as is used in a grocery supermarket where the shelves are restocked on
some regular basis, say every Friday morning. The interval is fixed, Friday to Friday, but the quantity will vary
based on the amount customers have pulled from the shelf since the previous Friday.
FIXED QUANTITY REPLENISHMENT MODEL
Fixed quantity replenishment is an alternative to fixed interval, and is used when there is some benefit in
buying or producing materials in specific quantities. For example, in the process industries, some materials
are received in tank trucks, so transportation economics suggest buying in truck quantities. Suppliers of
cardboard packaging materials are quite willing to print the customer’s name, logo, and other information on
the stock, but only if a certain minimum quantity is ordered, so it generally is advantageous to order that
quantity. 

In the ideal, fixed quantity replenishments have the advantage that they require less safety stock than a fixed
interval model for the same degree of variability and desired service level. They need safety stock protection
only to cover the duration of the lead time, where fixed interval replenishment requires safety stock
protection during the lead time plus the replenishment interval. 

However, in practice, many of the inventory advantages may be lost. Therefore, the fixed quantity approach is
most appropriate with materials of relatively high value or where there is a strong economic reason to buy,
produce, or ship a single material in specific quantities. We will discuss this in more detail later.

An inventory profile for a single material replenished using a fixed quantity model is illustrated in Figure 3.
Because the order quantity Q is already known, the question to be answered in this case is when it is time to
place the next order. Whenever current inventory falls to or below the order point, a new order is placed. The
time between orders can be variable: Order interval B-C is slightly shorter than interval A-B, because demand
D2 is greater than demand D1. Thus, in contrast with the fixed interval model, the interval here will vary, while
the quantity ordered remains fixed. In the simplest case, the order point is calculated as:

  Order Point = DDLT + Safety Stock
 Where DDLT = demand during lead time.

  



In a perfect world, with no variation, the new order would be timed to arrive just before a stockout would occur.
However, in the real world, the new order may arrive late or the demand during the lead time might be greater
than average, so we need safety stock to cover those situations. Thus, the order point is set so that on average,
the new order will arrive just as inventory falls to the safety stock level. 

However, since the intervals between replenishments now vary, it will not be possible to construct a repeating
schedule that follows the most efficient production sequence, and efficiency losses may be greater. Since the
timing of production orders is less certain, more raw material safety stock may be required.

In purchasing and deployment scenarios, the economies of repetition may be lost. Often it is less costly overall
and more reliable for the system to work in a regular pattern. For example, deployment runs that operate on a
schedule even if the truck is only partially filled, or tank truck deliveries every week that replenish a tank to a
target level.

On a less regular pattern, it may take time to schedule vehicles or to order raw materials. Since this extends the
lead time, it also increases the need for safety stock.

Information systems must be in place to support continuous or very frequent review of current inventory levels
for a fixed quantity process to provide full advantage. In many cases that is true, but in some situations,
inventory is not being checked continuously. Inventory status may be checked once per day, per week, or at
some other frequency. Some ERP (Enterprise Resource Planning) systems do not perform these checks in real
time, perhaps only check status and calculate orders once per 24 hours. This time between inventory
examinations is called a review period. If the replenishment process includes a review period, it must be
accommodated in the order point and effectively adds to the lead time.

FIGURE 3:  Inventory profile with fixed quantity replenishment.

 In these cases the order point calculation is:

                            Order Point = DDRP + DDLT + Safety Stock
Where DDRP = demand during review period.

In cases where the lead time is very long, this equation will result in a very large order point, which is shocking to
some. However, in either of these situations, “current inventory” includes not only the inventory on hand, but
also inventory currently in transit and orders previously placed but not yet received.
So an order actually gets placed when:

                                (Inv on Hand + Inv in Transit + Unfilled Orders) <
                                              (DDRP + DDLT + Safety Stock)

In this replenishment model, the cycle stock is the order quantity Q, and as in the fixed interval model:



As before with the fixed interval model, these equations must be adjusted in cases where a substantial
portion of the cycle stock is consumed during its production:

This fixed quantity model is also known as a continuous review model, an ROP (reorder point) model or a Q,R
model (where R is the reorder point). The APICS Dictionary also includes the terms lot-size system and
quantity based order system.

SEASONALITY
If demand for finished product exhibits seasonal trends, and they are predictable, cycle stock should be varied
for the different seasons, with cycle stock based on the predicted demand for each period. Cycle stock of raw
materials should also reflect the seasonal trends.
If demand is typically very low in the off season, it may make sense to put those products on a Make to Order
strategy during those periods, if manufacturing cycle time is low enough to allow it.

Now that we’ve explained cycle stock and how to calculate the appropriate levels, it’s time to turn our
attention to the second inventory component, safety stock.

SAFETY STOCK

Variability in customer demand or in demand from downstream process steps (where demand history is
used to set cycle stock or order points)
Forecast errors (where forecasts are used to set cycle stock targets or order points)
Variability in supply lead times
Variability in supply quantity

To repeat, safety stock is inventory carried to prevent or reduce the frequency of stockouts and thus provide
better service to customers.

Safety stock, sometimes called buffer stock or reserve stock, can be used to accommodate:

If these variabilities are random, and are reasonably normally distributed, the following calculations will
result in appropriate safety stock levels. Even if not, they will still give some guidance and will be better than
rules of thumb, for example that safety stock be set at 20 percent of cycle stock, or “we’ll be OK if we keep
two weeks on hand”. According to the Central Limit Theorem of probability, when random variables are
summed up, their sum will tend towards a normal distribution even if the individual variables are not
normally distributed. For example, the roll of a die is not a normal distribution, it’s flat, with six possible
outcomes, each an equal probability. But the results of multiple rolls of dice quickly converges on a normal
distribution.



CALCULATING SAFETY STOCK

VARIABILITY IN DEMAND
To understand how we can avoid stockouts in the face of variable customer demand, a short lesson in
statistics is in order. Figure 1 is a histogram, a plot showing the number of cycles at which each demand range
occurs. If we consider rolls of a specific grade of paper made on a paper forming machine, with an average
demand of 130 rolls per weekly production cycle, the histogram shows how many weeks the true demand was
within each range. The histogram shows that, for the 52 production cycles within a year, the demand was very
close to the average for 12 of those weeks. In this plot, the width of each bar represents 10 rolls; so on these
12, the demand was between 125 and 135 rolls. It was somewhat higher, 135 to 145 rolls, during 8 weeks, and
145 to 155 rolls during 5 weeks. As the range of demand values goes higher, the number of weeks within that
range decreases. There is a similar pattern on the other side of the average; for 8 weeks, the demand was
between 115 and 125 rolls, and between 105 and 115 for 5 weeks. This bell shaped curve is typical of many
demand patterns.

FIGURE 1:  A histogram of weekly demand.

Some products will have little variability and thus a very narrow histogram, while others will have higher
variability and a wider histogram. The width of the curve and the underlying variability can be characterized by
a statistical property called standard deviation and symbolized by sigma, σ. While the calculation of standard
deviation is beyond the scope of this discussion, understanding σ can help us calculate how much safety stock
we need to give us various levels of protection against demand variability.    
  
If we carry no safety stock and have only the 130 rolls of cycle stock, that will be enough to satisfy all demand
for this product on half the cycles; half the time demand will be at 130 rolls or less, and half the time greater.
With no safety stock, we will be vulnerable to stockouts on half the cycles. Statistics teaches us that if we carry
extra stock equal to one σ, that will be enough to cover demand on 84% of all cycles, as shown in figure 2.
Sigma is 28 rolls for this product, so if we carry 28 rolls of safety stock in addition to the 130 rolls of cycle
stock, that should be sufficient to prevent stockouts on 84% of the cycles, about 44 weeks. If we carry safety
stock equal to 2 σ, that should cover 98% of the cycles, as shown in figure 3. 

FIGURE 2:  Safety stock equal to one standard deviation covers 84% of the cycles.



FIGURE 3:  Safety stock equal to two standard deviations covers 98% of the cycles.

Thus the key to determining safety stock is deciding on the tolerance for stockouts, and then using that to
determine how many sigma’s of variability you need to cover. For example, if you decide that you can tolerate
stockouts on no more than 2% of the cycles, that sets the cycle service level goal at 98%, and we saw in figure
3 that that requires 2σ of safety stock, or 56 rolls. The percentage of cycles you hope not to have stockouts is
called cycle service level (CSL), and the number of sigmas required to achieve that is called the service level
factor or the Z factor.

The general equation for safety stock required to cover demand variability is:

Figure 4 shows the relationship between Z and service level. As can be seen, the relationship is highly non-
linear: higher service level values, i.e. lower potential for stockout, require disproportionately higher safety stock
levels. Statistically, 100% service level is impossible. 

Typical service level goals are in the 90 to 98 percent range, but good inventory management practice suggests
that rather than using a fixed Z value for all products, Z be set independently for groups of products based on
strategic importance, profit margin, dollar volume, or some other criteria. Doing this will place more safety stock
in those SKUs with greater value to the business, and less safety stock in the products believed to be less
important to business success.

FIGURE 4: Relationship between Service Factor and Service Level.



The above equation assumes that the standard deviation of demand is calculated from a data set where the
demand periods are equal to the lead time or production cycle length. If not, an adjustment must be made to
the standard deviation value to statistically estimate what the standard deviation would be if calculated based
on the periods equal to the total lead time. As an example, if the standard deviation of demand is calculated
from weekly demand data, and the lead time is 2 weeks, the standard deviation of demand calculated from a
data set covering 2 week periods would be the weekly standard deviation times the square root of the ratio of
the time units, or 2. Bowersox and Closs, in Logistical Management, use the term Performance Cycle (PC) to
denote the total lead time. If we let T1 represent the time increments from which the standard deviation was
calculated (1 week in the above example), PC to represent the total lead time or production cycle length, then 

Decide what to order (order interval or review period)
Communicate the order to the supplier
Manufacture or process the material
Deliver the material 
Perform a store-in

Decide what to produce
Procure materials that are not in stock
Manufacture the material
Release the material to the downstream inventory
Return to the next cycle
If we are carrying inventory in a finished product warehouse, and customers allow a delivery lead time
greater than the time needed to deliver to the customer, then the remaining customer lead time can be
subtracted from the Performance Cycle

When procuring raw materials, the performance cycle includes the time to:

Inside our own manufacturing facility, the performance cycle includes the time to:

The Performance Cycle can be considered the time at risk, i.e., the time between making a determination on
how much to produce, and the time to make the next determination and have it realized.
If cycle stock has been calculated from historical demand, then the variance used in the safety stock
calculation should be based on past demand variation. If forecasts are used to set cycle stock, then the thing
requiring protection is forecast error. Standard deviation of forecast error would replace standard deviation of
past demand in the safety stock formula, which would become:

It is critical that in these calculations, the same time units (days, weeks, etc.) be used for all variables.

If there is bias in the forecast, efforts must be made to improve the forecasting process to reduce and then
eliminate the bias. Forecast bias will cause you to underestimate or overestimate the cycle stock needed.

It must be emphasized that the PC/T1 factor is a statistical adjustment to approximate the standard deviation
of demand over the time period of the performance cycle and is just an approximation. It gives reasonable
results in cases where the performance cycle is greater than the data collection time period, but can give very
poor results going in the other direction, where PC is less than T1, especially when the time parameters are
small, in going from weeks to days for example. If PC is much less than T1, you should try to measure demand
variability or forecast error on a more frequent basis, to reduce T1 to a frequency closer to PC. Ideally, PC = T1
so that no adjustment is needed.



SEASONALITY
If seasonality is a significant cause for demand variability, it should be recognized and used to periodically
adjust cycle stock to reflect the forecast demand during the various high and low periods. If not recognized,
and treated as normal demand variability, it could cause a very high level of safety stock, while still not
providing enough material to cover demand in the peak season.

VARIABILITY IN LEAD TIME
The equations in the preceding section calculate the safety stock needed to mitigate variability in demand or
forecast error. If variability in lead time is of concern, the safety stock needed to cover that is:

The average demand term (Davg) is in the equation to convert standard deviation of lead time expressed in
time units into production volume units (such as cases, gallons, pounds, rolls).

Note that this equation needs no adjustment for Performance Cycle.

COMBINED VARIABILITY

If both demand variability and lead time variability are present, the safety stock required to protect against
each can be combined statistically, to give a lower total safety stock than the sum of the two individual
calculations. If demand variability and lead time variability are independent, i.e., the factors causing demand
variability are not the same factors influencing lead time variability, and if both variabilities are reasonably
normally distributed, the combined safety stock is Z times the square root of the sum of the squares of the
individual variabilities:

The reasoning behind this is that if the two variabilities are independent, it is very unlikely that demand
extremes will occur at the same time as very long lead times.

If σD and σLT are not statistically independent of each other, this equation can’t be used, and the combined
safety stock is the sum of the two individual calculations.

CYCLE SERVICE LEVEL AND FILL RATE
The equations in the preceding sections will predict the
safety stock needed so that a certain percentage, say 95
percent, of the replenishment cycles will be completed
without a stockout. This is often called cycle service level
(CSL).

Business leaders often want to control the percentage of
total volume ordered that is available to satisfy customer
demand, not the percentage of cycles without a stockout.
The former quantity is called fill rate, and is often
considered to be a better measure of inventory
performance. Figure 5 illustrates the difference. Where
cycle service level is an indication of the frequency of
stockouts, without regard to the total magnitude, fill rate
is a measure of inventory performance on a volumetric
basis.

While standard deviation, sigma, is a very good
measure of absolute variability, it is a poor
indication of relative variability. In the prior

example with demand of 130 rolls per week and a
sigma of 28 rolls, if we didn’t have the 130 roll

number, we wouldn’t know if a sigma of 28 rolls
was very modest or very high. However if we
express the variation as the ratio of sigma to

average demand, we get a value of 0.21, or 21%,
which gives us an indication of how significant the
variation is. This ratio, σ/D is called Coefficient of

Variation (CV) and is considered a very good
indication of relative variability.



FIGURE 5: Cycle service level and fill rate.

The specific calculations of safety stock required to achieve a desired fill rate are very complex and beyond
the scope of this article. An excellent discussion can be found in Chopra and Meindl’s Supply Chain
Management. However, some observations are in order. With stable demand patterns and supply behavior
(that is, low standard deviations of demand and lead time) fill rate will generally be higher than cycle service
level, as illustrated in Figure 6. Although stockouts will occur, with low supply and demand variability the
magnitude of each stockout will be small.  

With high variability in either demand or lead time, or both, the opposite will usually be found. Figure 7
illustrates a case where demand variability is high, where the standard deviation of demand is half of the
average demand. Although there are few stockouts (because of the safety stock being carried) the magnitude
of any stockout can be quite high. Thus, in this case, the fill rate is actually less than the CSL.

FIGURE 6: Inventory profile with low demand variability (CV = 0.2).

FIGURE 7: Inventory profile with high demand variability (CV = 0.5).



The specific calculations of safety stock required to
achieve a desired fill rate are very complex and
beyond the scope of this article. An excellent
discussion can be found in Chopra and Meindl’s
Supply Chain Management. However, some
observations are in order. With stable demand
patterns and supply behavior (that is, low standard
deviations of demand and lead time) fill rate will
generally be higher than cycle service level, as
illustrated in Figure 6. Although stockouts will occur,
with low supply and demand variability the magnitude
of each stockout will be small.  

With high variability in either demand or lead time, or
both, the opposite will usually be found. Figure 7
illustrates a case where demand variability is high,
where the standard deviation of demand is half of the
average demand. Although there are few stockouts
(because of the safety stock being carried) the
magnitude of any stockout can be quite high. Thus, in
this case, the fill rate is actually less than the CSL.

Another interesting observation is that with very
stable demand patterns and modest fill rate
targets you might achieve that fill rate with

negative safety stock. Although it is rare, anytime
that the fill rate target plus the standard

deviation of forecast error is less than 100%,
acceptable performance can be realized with no
safety stock, or even negative safety stock, i.e.,

less than calculated cycle stock.
For example, if fill rate target is 95% and the

standard deviation of forecast error is 3%, you
can meet the target with only 98% of the

calculated cycle stock. We are not recommending
that you undercut cycle stock in these situations,
only pointing out that it is theoretically possible.

Although it is counter intuitive, the combination of lot sizing with infrequent demand often means that low
volume products don’t require safety stock as traditionally calculated per the previous sections. Lot sizes require
making more production than ideal most of the time, since the production quantity must be rounded up to fit the
lot size. Therefore, there is an overlap between the lot size impact and safety stock that should be accounted for.
The overlap can be approximated by subtracting half of the lot size from safety stock. Additionally, the minimum
lot size for low volume products often lengthens the production frequency, reducing exposure to service level
and fill rate incidents.

Even for higher volume products, lot sizing can reduce safety stock requirements. Higher volume products tend
to have more stable demand. As shown in the previous section, more stable demand results in a lower fill rate
impact during service level disruptions. In combination, the rounding to lot size and lower fill rate impact may
significantly reduce the amount of safety stock required to meet fill rate targets of stable products.

While the interactions of safety stock, lot sizing, demand stability, production frequency, service levels, and fill
rates can be analyzed statistically, the formulas are complex. Simulation may be the best way to account for all
the interactions and provide confidence in the result. 

ALTERNATIVES TO SAFETY STOCK
These calculations sometimes result in safety stock recommendations that are more than the business leaders
feel they can afford to carry; however, there can be alternatives. Sometimes, an expediting process can be
designed that can prevent a stockout when safety stock is not sufficient to cover all random variation. For
example, if the goal is 98 percent CSL, safety stock can be reduced by 38 percent (Z factor of 1.28 rather than
2.05) if calculated to give a 90 percent CSL where a contingency plan can be defined to prevent stockouts in the
other 8 percent of cycles. The contingency plan must be planned and agreed upon in advance. It is unacceptable
to ignore this step, hoping that something can be figured out when the time comes.

Another alternative to carrying safety stock and cycle stock is to consider converting an item to Make to Order
(MTO) or Finish to Order (FTO). As we’ve discussed earlier in this paper, items with higher variability require
proportionally more safety stock. Often, these are low volume, infrequently ordered products, and may be
nearing the end of their lifecycle. Customers will sometimes be willing to accept longer lead times for sporadic
purchases, which may allow MTO and eliminate the need for any safety stock or cycle stock. 



Customers will sometimes be willing to accept longer lead times for sporadic purchases, which may allow MTO and
eliminate the need for any safety stock or cycle stock. If lead time commitments will not allow full MTO, Finish to
Order (FTO) can locate the safety stock where it is generally far less differentiated, so that demand variability will
be much less (on a relative basis) and safety stock requirements will be lower than they would be with finished
product inventory.

A variation of finish to order is distributing to order and holding back inventory in central warehouses or
producing sites. Cross docking is an example, where customer orders for a deployment location are known before
the replenishment orders are shipped.

This practice is especially appropriate with very expensive products, which are very costly to carry in inventory. In
one specific example involving an expensive but relatively lightweight product, total supply chain cost was reduced
significantly by carrying small amounts of safety stock in overseas warehouses and then relying on air freight to
cover demand peaks. The cost of air freighting a small percentage of total demand was minimal compared to the
cost of carrying large safety stocks of this highly valuable material on an ongoing basis.

The appropriate use of safety stock, perhaps coupled with occasional expediting processes, is key to operations
managers’ ability to serve their customers.

MANAGING INVENTORIES
Once inventory targets have been established, the site must manage to them. The inventory of any individual
material will be constantly changing as orders are received and material is produced. Carrying safety stock is
pointless if it is never used. Consequently, the inventory of any single material can vary between zero and a high
number. It’s not bad management if some products are below safety stock or above their targets. However, the
aggregate inventory of a site or group of products should be relatively constant. Some products will be producing
while others are declining. Some products will be over-shipping while others are under-shipping. But it is a
problem if many products are low or high on inventory at the same time; therefore, the aggregate or total
inventory of a site or group of products must be managed between upper and lower limits.

If too many products are low at once, it will over tax the production lines. If too many products are high at once,
working capital is not being used efficiently, there may be insufficient storage space, handling and damage costs
will increase, and the risk of obsolescence and shelf-life expiration increases.

Typically, a site has a limited number of production resources, and they can only produce a limited assortment of
products at one time. Low inventories disrupt the efficient sequence, since there isn’t time to produce a
reasonable size batch of each product in the sequence before something else becomes a priority. Most product
groups have an ideal sequence of production, and efficiency will be lost if they are produced out of sequence.
Allergens and colors are two examples. A sequence that adds allergens will minimize cleaning, since the process
must be thoroughly cleaned as soon as an allergen is subtracted. Colors may be able to flow from light to dark, or
in a color wheel sequence, with little or no cleaning between them. 

Let’s consider how to set the limits. The lower limit of inventory for efficient production is readily calculable. It’s
the sum of safety inventories, average cycle stock, quality inspection inventories, staging or transportation
inventories, and held, dead, or other non-performing stock.

The allowances for these other stocks can be calculated in several ways. One is simply to look at how much stock
is currently tied up in each category, or to develop an average for each over time. Another is to take a more
databased view, by asking questions like: how long should it take for an item to clear quality inspection? How long
should it take for a material to be ready for use from the time it is received? How long should it take us to move
finished product through the plant to the shipping dock? 



How long should it take us to work off or disposition held product and what is the rate of products put on hold?
The answers to these questions can be converted from time to quantity by estimating an hourly, daily, or weekly
volume.

The allowances for these other stocks can be calculated in several ways. One is simply to look at how much
stock is currently tied up in each category, or to develop an average for each over time. Another is to take a
more databased view, by asking questions like: how long should it take for an item to clear quality inspection?
How long should it take for a material to be ready for use from the time it is received? How long should it take
us to move finished product through the plant to the shipping dock? How long should it take us to work off or
disposition held product and what is the rate of products put on hold? The answers to these questions can be
converted from time to quantity by estimating an hourly, daily, or weekly volume.

The upper limit is harder to calculate and more subject to judgement, it is the point at which production should
be curtailed or additional demand should be accepted or created. Inventories higher than this limit tie up
capital without incurring additional benefits. The costs of handling, damage, obsolesce, and expiration increase
out of proportion with any offsetting benefit of protecting service or minimizing changeovers. Often physical
space, working capital limits, or obsolescence can put a hard ceiling on the maximum. In the absence of
constraints, the question becomes one of looking at the range of variability in the site’s total demand over time.
The distance between the upper and lower limits should allow for inventory to bounce between the two limits
given natural variability. Beyond the upper limit or below the lower limit, it should be unlikely that inventory will
return to the range without corrective action. 

Statistically, it’s possible to calculate the combined variability of all products at the site; however, there is often
a correlation between products and external causes like events, weather, or competitive action that cause many
products to move together, rendering the statistics invalid. Therefore, judgement, hard limits, or the review of
demand history may be the best method.

Regardless of the difficulty in setting overall targets, choosing almost any informed set of targets and managing
against them will improve results.

Next, let’s consider the actions to take when approaching or outside the limits.

If you’re below the lower limit, production will have to run harder to catch up, efficiency may decrease, and
disruption might increase. In the extreme, it will result in the death spiral discussed in the opening paragraphs,
where disruption leads to lower efficiency, which leads to more disruption and even lower efficiencies. It’s
important to stop the cycle before it starts. When inventories are trending dangerously low, production should
be added, or demand should be managed. 

If a site ever finds itself in the death spiral, the only way out is to manage demand or increase capacity.
Recently, Covid and supply chain disruptions put many sites into this area. A typical response was to prioritize
customers and reduce the product assortment to allow more efficient production.

The upper limit is easier to manage, but often more painful internally. It’s easier because one solution is just to
stop producing. It’s painful because no one likes to shut down lines and employees can become demoralized.
Often it conflicts with how results are measured, and how people are rewarded. Plant accounting gets upset if
they have to absorb what are often called idle mills charges. This can be mitigated by planning in advance for
what to do with downtime and using balanced measures for results and reward systems.

An alternative to curtailing production is to accept additional demand or generate demand, often through
promotion and pricing; however, these actions typically have a longer lead-time than production curtailment,
and must be put in motion before the inventory limits are reached.



AN INVENTORY MANAGEMENT EXAMPLE:
A large integrated paper company had a wood pulp and a diaper division. One grade of internally produced
wood pulp was used in the manufacture of the diaper absorbent core. On average, the output of the pulp
plant equaled the requirements of the diaper division; however, there was variation in the rate of pulp
production and in the demand for diapers.

Company management believed there was a cost advantage to using all the diaper pulp production internally,
and was reluctant to sell pulp on the outside market when diaper demand was low or when the pulp division
was running at high efficiency. When the pulp division had production upsets, or when diaper demand was
high, there was a reluctance to purchase pulp from the outside market until the last minute, resulting in crisis
purchasing of pulp to avoid shutdowns of diaper lines. History showed a cyclical stockpiling of large quantities
of pulp in high cost outside warehousing, followed by periods of low inventory with expedited purchases of
premium cost pulp from the outside market. 
  
A simulation was created to show that if buying and selling were done mechanically, at certain inventory levels,
the total amount of buying and selling was relatively small, inventory stayed within limits, and the overall result
was more profitable.
  
A meeting was called with the top management of the diaper and pulp divisions. the meeting kicked off by
explaining that even though demand and supply were equal on average, historically there were periods where
the volume mismatch was significant, both high and low. The simulation was used to educate management
that there were times when it was more profitable to sell pulp than to store it, and other times when a
minimum stock should be maintained by purchasing pulp from the outside market in an orderly fashion. The
rules were followed in subsequent years and inventory remained within limits. The diaper lines ran better
because they were supplied with fresher pulp from consistent sources.

SUMMARY

The business decides that working capital is too high, and dictates that inventories be cut by XX%
Marketing becomes concerned about less than ideal fill rates, and dictates that inventories be increased by
YY%

Cycle Stock, needed to supply downstream demand when the facility is producing other products or
between shipments of raw materials
Safety Stock, needed to maintain flow in the face of higher than expected demand or longer lead times
Quality holds, material being held awaiting release for quality testing
Staging inventory, material released for shipment but not yet loaded on a truck and dispatched
Inventory produced beyond that needed, to fill batch size requirements
Obsolete, slow moving, or dead inventory

Inventory management often doesn’t get the attention it deserves because its importance to business success
is often misunderstood. Inventory management sometimes comes down to two actions:

So inventory fluctuates between these emotionally set limits, a clearly unsustainable situation.
 Well-managed companies realize that determining the most appropriate inventory levels and then managing
to them is critically important to manufacturing effectiveness and to business profitability. If inventories are
higher than ideal, excess working capital is tied up and the risk of damage, obsolescence and product
expiration increase. If total inventories are lower than needed, it may overtax the production facilities.

Inventory of any material, be it a raw material, WIP (work in process) or a finished product SKU, consists of
several elements:



The most complex and least understood of these is safety stock. Safety stock can be calculated to meet a cycle
service level target or a fill rate target, and it’s important to understand that distinction. There are commonly
cited statistical formulas that can be used to calculate the safety stock required to meet a service level target,
and while they are far better than rules of thumb, they are approximations. The calculation of safety stock
needed to meet a fill rate target is much more complex and is best done by computer simulation.
Once targets are set, inventory levels must be monitored against those targets. And when the inventory for
any specific SKU or for the entire portfolio falls outside the expected bands, corrective action must be taken.
This includes curtailing demand or increasing production capacity when inventories are too low and by
curtailing production or increasing market share when inventories get too high.
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